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Current trends in demographics, globalization, rates of technological advance, and heightened security concerns have been instrumental in establishing new business models and educational paradigms. As corporations respond to greater integration of world markets by expanding their operations geographically, they find an enhanced need for integration of geographically disparate employees into virtual teams. As working professionals face increased competitive pressures from this same global integration of markets, they respond by seeking out continuing education opportunities to stay apace of business and technological developments. Both groups fuel an increased need for educational opportunities that solve for these displacements.[14]


Whereas the demands of much of what constitutes an undergraduate education can be satisfied by geographically- and temporally-displaced asynchronous distance learning, students of post-graduate and continuing education opportunities are coming to demand a more immersive, one-on-one learning environment.  Upper-tier educational bodies are responding to their needs – and their geographical limitations – by offering a more “upper-tier” form of distance learning, namely synchronous distance learning. By creating a model in which students who are both remote to the learning provider and to each other can interact in immersive, team-based environments, synchronous learning provides a model distance learners can integrate into the global corporate culture.


A phrase common to aesthetic critique, “the beauty is in the details,” can be modified to describe current synchronous distance education: “the failing is in the details.” Whereas numerous educational bodies are effectively serving up asynchronous learning, very few are effectively solving the details that plague its synchronous counterpart. For effective synchronous distance learning to occur, the distance learner must be perceptually integrated into the proceedings of the local classroom; conversely, the local students and instructor must be madeto feel comfortable with the presence of remote learners. The effort directed toward solution of common technical difficulties—including latency, inflexibility, incompatability issues and inconsistent system performance—is actually an attempt to maximize the immersion into and interaction between remote and local participants in a commonly-shared “virtual space.”  

Furthermore a number of deeply rooted pedagogical impediments must be overcome for this model to become effective. No matter how effectively the component technologies of distance learning are integrated, the model will fail until all participants adapt teaching/learning styles and until they are trained to integrate the new tools into the learning process.

It is reasonable to expect that, for at least the foreseeable future, the synchronous distance-learning model will incorporate a mix of both remote and local students. What follows is an examination of various paradigms that have been implemented for the mixed remote-local model; the effectiveness at creating a synthesis between remote and local learning participants; and suggestions for the design of a mixed remote-local virtual classroom which solves for the perceptual and pedagogical factors of the distance learning environment.  

Review of Literature

Commercial Efforts
The increasing geographical distribution of large-scale business organizations, in the phenomenon referred to as “globalization[4],” has driven the need for increased coordination and communication between their geographically-remote components. Consequently, some of the earliest work in synchronous distance learning—in the form of multicast lectures and forums—was undertaken by corporate entities. 

The problem of providing video linkage between many remote participants, each of whom is in a different location, has led to the development of a number of commercial Multipoint Conference Server (MCS) applications. VideoServer, RADVision and Accord are three of the hardware units available as MCS’s.[13] MCS applications can be divided into three general groups. 


The picture-in-picture application uses an MCS to merge each of the incoming video streams from remote participants into a single video. It then transmits this composite to both local and remote participants. This allows all participants the ability to see each other at all times, though at a greatly reduced resolution.


Voice-activated switching also uses an MCS. Rather than merging all incoming streams into a single picture, however, the video that is rebroadcast is such that the current speaker views the previous speaker, and all other viewers see the current speaker. The constraint of this system is the inability to select who one chooses to see. The advantage of the MCS, whether used in voice-activation mode or picture-in-picture mode, is that its broadcast bandwidth and requirements are independent of the number of participants. Nonetheless its computational requirements are such that its effective use may generally require distribution of its processing to multiple computers, especially when a large number of incoming video streams must be merged. [2] 


The Multicast Backbone (Mbone) does not merge the incoming streams but rather broadcasts all of them. This allows for greater flexibility of display options in the local classroom. Because each video stream is maintained separately it becomes possible to project each as an independent image onto one or more screens in grid arrangement.[1] If the synchronous learning model has only remote learners and local instructor, this would seem to enable a richer level of interaction. If the model also includes local learners, it is possible that the display could overwhelm the proceedings.[6]  


As a means of providing interactive lecture sessions to remote audiences and to thereby extend the audience beyond those able to attend a company-sponsored lecture at its source, Sun completed development of and began use of, in 1995, an application called “Forum.” Forum was designed with the capability to broadcast live video, audio and slides over a network to desktop recipients. The recipients, however, were provided only with contention-based audio sending capabilities due to bandwidth limitations, inadequate A/V compression schemes, and lack of reliable, affordable desktop cameras. Sun attempted to go a step beyond a previously developed system, Mbone, by providing the remote learners with the ability to send text messages between each other and to the lecturer. Like Mbone, Forum also allowed them the ability to view and interact with the documents constituting the lecturer’s presentation.


The rough survey of local learners, remote learners, and lecturers taken after seven of the events revealed many of the findings of subsequent efforts by others. While Forum allowed for the dissemination of knowledge to remote learners, it did so at a sacrifice. First, due to the partitioning of the lecturer’s attention between local and remote participants, the local participants expressed less of an appreciation of the event. Second, the inability to interact effectively caused dissatisfaction both for the lecturer and the remote learners. The limitation of interaction placed the lecturer in a situation which began to approximate that experienced by a television newscaster, and the remote learners became like a passive television audience, because it “[did] not support subtle, ongoing interaction cues among speakers and audiences. The lack of these cues detracts from a speaker's ability to present the material, answer questions effectively, and adapt to the audience's reactions.”[5] It also generally reduced satisfaction with the experience of giving a presentation. When this model is compared with the rich interactions that constitute a traditional learning environment, the need to design a remote-learning environment that seamlessly weaves all participants together becomes apparent.

Microsoft developed a system similar to that of Sun’s Forum called “TELEP” (short for “tele-presence”). Microsoft’s onsite presentations ranged from 10-20 per week and were broadcast live over the company’s Intranet. TELEP was developed as a means to allow remote employees the capability of attending and participating in a lecture. Because the caliber of the proceedings was primarily voluntary in nature with the “learner” having little stake in full participation, TELEP was not designed to the more rigorous set of conditions demanded by distance learners in formal educational conditions. As such, it made only slight advances over the system Sun had developed five years earlier while sacrificing one of its features, namely the ability of remote viewers to submit audio feedback to the speaker.


The design parameters included (1) a mixed remote and local audience, (2) broadcast of live video, audio and related multimedia material, (3) assumption of bandwidth and computational resources adequate for low-resolution video of remote viewers (yet without remote viewers necessarily being equipped with either camera or microphone), and (4) a need to provide a more positive environment for speakers.  


Toward these ends the system included (1) a Windows Media Server for broadcasting content (video and audio from the lecturer along with presentation material), (2) Microsoft Research’s Virtual World Server, used as a Collaboration Server to allow non-visual (i.e. chat) communication between remote viewers, and (3) a lightweight video multicast system to allow an optional video stream from remote viewers back to the lecture room.


The remote participants were thus able to see and hear the lecturer and the lecturer’s material, but could view none of the local participants. Furthermore the inadequacies of the video-encoder, video-server and client-side buffering caused a delay of 10-15 seconds. The remote viewers were able to interact, via text messaging, with each other, but their means of interaction with either local participants or speaker was restricted to typed questions. 


Remote participants were given a range of representational modes including live video, a snapshot, an icon, or their name. Their representations were displayed on a projection screen adjacent to the speaker. Whenever one wished to inject a question into the proceedings, his/her icon was highlighted and the question displayed as it was typed out. Thus, by being made aware of the quantity of remote viewers, the speaker was able to avoid any anguish associated with poor attendance, even if the interaction with them was of an extremely limited nature. There was no effective interaction between local participants and remote viewers, since no audio capture device was used on local participants.


User surveys highlighted several  phenomenona:  remote viewers disliked the idea of having their live video seen by local viewers; local viewers found video representations of remote viewers to be distracting; and the means by which remote viewers were able to interact (a text representation of their question displayed as it was typed) was found to be confusing to the speaker.

Academic Efforts

Given current global economic stagnation, relatively flat academic budgets preclude traditional—e.g. physical plant—modes of academic expansion to accommodate the growing ranks of non-traditional students seeking continuing and post-graduate education. This leads to a need for an alternative, more economical mode of expansion, namely distance education.[8]  Concurrently, increased collaboration between geographically separate educational institutions also increases the need for distance education. This need is being met through both the development of academic solutions and the implementation of industry-developed applications.    

Whereas undergraduate pre-requisite courses, with emphasis on absorption and collation of knowledge fundamentals, may be satisfied by lecture- and textbook-based learning, upper-level learning often requires a stronger emphasis on collaborative, team-based efforts in which “students actively participate in the learning process while solving a problem as a group.”[10] Two universities, one in Italy and the other in Germany, attempted such a team-based approach for a Java programming course with the implementation of asynchronous and synchronous distance learning applications. 


WebDAV (“Web-based Distributed Authoring and Versioning”), “a set of extensions to the HTTP protocol which allows users to collaboratively edit and manage files on remote web servers[16],” was chosen for the former. As important as the need is to link remote students, local students, and instructor during lectures, effective distance learning also requires a high degree of interaction in the non-lecture environment. An application like WebDAV facilitates this interaction by combining multiple functions—e.g. collaborative document authoring, collaborative document management—into a single application. This avoids the interactivity problems that typically exist between multiple applications built on different sets of standards; it also is more user friendly in that the user is presented with a unified interface with a common set of commands. Because students in team-based projects will necessarily possess varying levels of technical proficiency, any application that is well-designed and easy to use will allow the user to focus attention on the matter of importance—the collaboration—rather than on the tools that are implemented to facilitate the collaboration.


A team made up of members geographically separate from each other must enable the social integration necessary for successful teamwork. Many distance-learning programs require on-campus sessions so that the students who will later be assembled into teams for work on projects have the opportunity for face-to-face time. With or without these sessions, once projects begin applications must be in place to enable synchronous, collaborative activity. This can include: audio and video conferencing, instant messaging, listserv activity and shared whiteboard. For this project the “industrial strength product” Lotus SameTime was chosen over other products typically targeted at academic users—e.g. Mbone, Tango, MetaWeb and MStar. The criteria for this selection matched that for WebDav:  integration of applications and ease of use leading to enhanced and more seamless collaboration. 



The synchronous and asynchronous learning elements were combined into a “full-function collaboration environment” including a Netscape Directory Server 4.1 (for LDAP-based user management), a WebDAV enabled Apache Server 1.3.14 (to serve up desktop tools for asynchronous learning), and a Lotus SameTime Server 2.0 (for synchronous learning components). 


Bandwidth limitations—and limitations in existing data compression schemes—are a major obstacle to seamless synchronous distance learning. Because one of the paradigms for post-graduate and continuing education is likely to include groups of remote learners who are able to assemble at high-speed nodes provided by their common employer, it may be that the data transmission bottlenecks that exist for scattered learners will not need to be solved as rigorously for this scenario. 


The University of Wisconsin, Madison, is one of a number of Midwestern schools at the forefront of distance learning research and implementation. Its Annual Conference on Distance Learning and Teaching, now in its nineteenth year, attracted nearly 90 presentations in 2001.[15] Because it is able to conduct synchronous distance learning sessions with other universities using Internet 2 lines, with 40Mbps bandwidth, high-resolution video conferencing is possible. In instances like the one reviewed (involving interactions between teachers and students in , where the exchanges are classroom-to-classroom, or two-nodal, much less bandwidth is needed than for scenarios involving learners scattered over numerous, or multi-nodal, locations. Even so, other technical impediments unrelated to bandwidth can impinge on seamless interaction—for example echo, created by receipt of a mixed audio-video signal back to the source from the destination.[3] Additional complications occur due to cultural and geographical differences:  students in Japan, for example, remain silent during lecture session and volunteer questions and observations only after its completion; extreme differences in time zones can also make it difficult for students in both locations to schedule their time to overlap.  


With placement far from any major urban centers, the Virginia Polytechnical Institute required an adaptation from traditional learning models to that incorporating synchronous and asynchronous distance learning in order to include students who were either unwilling or unable to relocate to Blacksburg, Virginia. They have been observed to consist of “non-traditional students who tend to be focused and highly motivated.”[8] Using the 2-node model cited above, synchronous distance learning followed a videoconferencing model facilitated by transmission over high-speed asynchronous transfer mode (ATM) networks. The physical space in which students assembled for sessions made use of camera-microphone linkage, with two students per microphone. When a student activated his/her microphone, the camera zoomed in to their location and transmits video of the speaker. The setup replaced an earlier, less-sophisticated model that delivered one-way analog audio and video from speaker to remote learners, and telephone linkage in the reverse direction. Asynchronous classes were delivered, using streaming media, over the Internet. 


A paper in the May 2001 issue of the Journal of Circuits, Systems and Computers describes the efforts of the Computer Science Department of Louisiana State University to provide synchronous distance learning with both the use of virtual classrooms and with data conferencing—i.e. the ability for live sharing of documents between remote and local learners and instructor. Their system provided remote learners with camera and an audio headset (to eliminate feedback). When Microsoft Netmeeting was found to be inadequate for transmission of reliable audio and video signals to the instructor, Intel ProShare 500 was used instead. The construction of a workable classroom capable of integrating all participants was found to require considerably greater effort and expense, including:  an array of microphones to capture audio from local participants, an echo cancellation system, and automatic tracking camera that keys on the position of the instructor. Lighting and instructor-tracking issues were greatly complicated if the instructor wished to make use of an electronic whiteboard. The solution devised to overcome this hurdle was to make use of LCD projection systems with ratings in excess of 1000 lumens, thereby allowing ambient room lighting to remain at normal levels.   
A review of the performance of the virtual classroom emphasized the extent to which pedagogical barriers exceed those that are more rooted in technology. The technological barriers—incompatability or poor performance, unreliable connections, firewalls, DLL conflicts—suggest the use of applications which integrate functionality, and the exclusion of proprietary applications (including a number of Microsoft products) which are known for tendency toward incompatability with products made by competing manufacturers. Network reliability was also found to be an issue:  intra-campus access over high-speed networks worked well, but connectivity to remote learners over T-1 lines produced results dependant on (a) number of routers between nodes, and (b) number of nodes involved in multipoint conferencing.
Pedagogical issues pertained to faculty unfamiliar with the use of new technology being highly unlikely to make effective use of that available in a virtual classroom. Our own observations in the Distance Learning Center at Northwestern University suggest, further, they may be openly adverse to both the technology and the inclusion of remote learners. Faculty may be hesitant to speak with the same candor with a recording medium present out of fear of censure by peers or administration . The remote learners must also be trained in the use of the new technology—use of camera, microphone and headset; and use of videoconferencing and other collaborative applications—and must be enthusiastic about the need to participate in proceedings from which they are geographically removed.  

 The Smart Remote Classroom Project (SRC), developed by the Department of Computer Sciences, Tsinghua University, Beijing, was created as a mixed remote-local virtual classroom. Effort was dedicated toward resolution of the following problems:  (1) variations in connectivity speed and hardware configurations of remote learners causing variations in their content needs and capabilities, (2) lack of ability to view and work on documents simultaneously, and (3) lack of effective integration of remote learners into the physical classroom space.


The solution designed for the problem of varied capabilities for remote learners involved a hierarchical scheme. Because IP Multicast by an MCU is not supported by many of the routers currently deployed on the Internet, a Totally Ordered Reliable Multicast (TORM) protocol was developed which uses Multicast whenever available and otherwise transmits to Multicast “islands” by Unicast tunnels.  A further hierarchy was based on the grouping of end-users based on moment-to-moment measurement of reception rate, packet loss, and round-trip time. An Adaptive Multimedia Transport Model (AMTM) then dynamically coded the data for transmission at a resolution and rate that matched the end-user’s capabilities. Thus a user with a handheld device and slow broadband connection would receive content different than that of a user with full media capabilities on a high-speed network, and the content to a given user could vary in resolution depending on their moment-to-moment connect speed.


The need for real-time interactivity on content between remote learners and instructor was managed by an application called “SameView.”  The White Board on which the instructor displayed content and wrote commentary was replicated on the screen of the remote learner.  When invited to do so by the instructor, a specific remote user could provide annotation on the content. SameView enabled delivery of audio and video from instructor to remote learner, audio and video between remote learners and instructor, and text messaging between both. Time-coding maintained each of the moment-to-moment events of the lecture such that each could be edited in a post-production phase, then served up asynchronously for later viewing.


With knowledge of discrepancy between free-roaming traditional lecture styles and the fixed positioning of the lecturer often required in a virtual classroom, a Smart Classroom was developed. The White Board replaced the laptop, thus allowing the lecturer greater range of movement. A Student Board, positioned on a wall adjacent to the lecturer, was employed as a means of integrating remote learners into the physical space. Local learners assumed a normal classroom positioning facing the lecture and Media Board, with lateral view of remote learners. Although multiple cameras were placed strategically to capture audience and teacher, no means were apparently employed for audio capture of the audience. It should be assumed that technical assistants are employed in the capture and mixing of audio and video for broadcast. 


By far the most sophisticated system developed—with respect to the manner in which pedagogical and perceptual studies have informed system design—of those in this set of reviews is the Virtual Auditorium, designed by a member of the Computer Systems Laboratory, Stanford University.  The sophistication derives from intensive study of effective pedagogical modes, rigorous testing of parameters that allow these modes, then assembly and organization of technology to make this possible.


Research of existing synchronous models in place in the Stanford Instructional Television Network (SITN) noted lack of interaction between remote learners and instructor. It was theorized that full interaction would be possible only if the distance-learning model facilitated the same type of dialogue-based learning that characterizes learning in a traditional classroom; that this would be possible only if the instructor was allowed to see the remote learners and the remote learners to see each other; and if this interaction could occur without latency. The goal of establishing telephone-quality audio and television-quality video was thus established. As distinct from TELP, Forum or SITN, it was also determined that full-time audio connection between all participants was required.  


Testing of instructor-student relationships in a local setting provided details prescribing optimal viewing angles and image sizes needed for a local instructor and a remote student to establish eye-to-eye contact. Based on these results the Virtual Classroom was configured as follows. The instructor is in a fixed position, seated at a console. From this position (s)he views all of the students on a wall-sized display, using an Access Grid [1], with each student presented at near-life-size. The images are grouped near loudspeakers. When a particular student speaks, the instructor’s gaze is directed to the general area of the student, then to the specific student, by the use of a visual display of the audio level associated with that student. Thus an eye-to-eye gaze is enabled.    


The screen display of the remote students is a video-grid including all other remote participants and the instructor. Remote students are equipped with microphone headsets for echo suppression.  It is not made clear whether any document sharing is enabled or even if the remote student is able to view the content being used by the instructor. Whenever a computational or bandwidth bottlenecks occur, the remote student sees only self and instructor at full frame rate.


The audio and video stream broadcast to remote users was accomplished with an Mbone MCU. Due to its high computational demands, its workload was divided between several servers. Microsoft’s DirectShow, using an MPEG-4 codec, was used to minimize latency in video and audio broadcast.  

Errors and Omissions in Previous Research

Many synchronous distance learning systems have suffered from designs poorly informed by the needs of both faculty and remote learners, and by hardware, software or networks ill-equipped to provide reliable and seamless integration of remote learners into local classrooms.   

Forum and TELEP were designed as two-directional systems but functioned more as uni-directional broadcast media. Their developers expressed the hope that increases in network bandwidth and camera technology might allow the use of video for audience members. Because these applications were developed at a time when Mosaic was the only existing web browser, perhaps both were modeled more on the television broadcasting paradigm rather than as models worthy of the more rigorous critique that subsequent applications deserve. As a design, TELEP’s major flaw was a 10-15 second latency in delivery of content to remote learners, thereby effectively removing their ability to participate in the “live” proceedings. The Forum report failed to make mention of the architecture employed in their design.


In both instances, however, the user surveys conducted after implementation were inadequate as a means of gaining objective feedback. Because the surveys were voluntary, the results may be weighted toward more extreme reactions, and may be biased by participants who had personal motives guiding their responses. Forum survey response rates averaged just 42% of participants; audience profiles varied greatly, due to the content of presentations; and some presentations were tailored to the capabilities of Forum while others followed more traditional lecture modes. Microsoft’s survey results methods were even less rigorous:  polling of potential audiences of 1,500 after 500 presentations yielded a mere 182 responses.


The WebDav/Lotus SameTime synchronous-asynchronous learning model, designed with the intent of providing a low-cost fully-functioning collaborative environment, employed an industry (rather than academic) product and a newly developed collaboration-friendly Internet protocol, WEBDav, to provide distance learners with a standardized set of tools and common interface for team-based activities. No results were made available, however, on the efficiency of the system; no studies were presented as the basis for its design; and no figures were presented to substantiate its claim of being a low-cost solution.


The synchronous learning models of the University of Wisconsin and Virginia Tech are presented as standard video conferencing systems, with some attempt made at solving for audio problems. However there is no attempt to extend this model to accommodate situations in which remote learners are in scattered locations without high-speed access, nor is there any effort to implement real-time document-sharing to encourage the intensity of collaboration they perceive to be necessary for successful learning. 


The author of the paper describing experiences with synchronous distance learning at LSU provides extensive detail on the components, the technical problems and functionality of the systems but does little to explain the ways in which system performance affect the pedagogical issues he claims to address. Some narrative is provided on the experiences of distance learners, but none is made available on the ways in which faculty resistance to new learning paradigms informed the design. While the author claims that the inclusion of video representations of remote learners adds little to the collaborative experience, research done by others contradicts this. It has been suggested by faculty that richer interaction with remote participants is likely to be crucial to easing the transition to this new learning model.


The Smart Remote Classroom makes inventive use of adaptive content delivery to accommodate variations in the capabilities of remote learners, and thus more effectively brings the classroom proceedings to the desktop. However, like TELEP and Forum, it fails to integrate remote learners effectively into the classroom. Interaction between remote and local learners is non-existent, and remote learners, displayed on a sidewall between local learners and lecturer, are likely to intrude on proceedings.  Furthermore, due to resource shortages and an enormous student population, the system was designed to primarily to accommodate very large numbers of remote learners. It is unclear how interactions between remote learners are facilitated, just as it is unclear how video representations of such large numbers of remote learners could be accommodated in the room display system. If the expected scenario includes a preponderance of remote learners, the use of the system developed by the Stanford team might be a better solution. Because the SRC was still in its development phase at the time of the article’s publication, no results were made available describing hardware, software and network performance, or the perception of the system’s workability by its users.


The studies in perception that informed the design of Stanford’s Virtual Auditorium were neglected in the design of the interface presented to remote learners. Eye-to-eye contact between instructor and remote learner were accounted for, but the same attentiveness to the perceptual needs of remote learners seems to have been overlooked. Because many (or even a majority of) remote learners are likely to be using small-screened laptops, the resolution afforded by a screen filled with headshots of several dozen participants is likely to be inadequate for perception of the facial nuances perceived to be necessary for full interaction. The design is posited as being capable of including a mix of remote and local learners, but the perceptual framework at the basis of the design—the need for eye-to-eye contact between all participants—fails when local learners are introduced into the proceedings. As noted previously, the overwhelming intrusion of a wall-sized display of remote learners is likely to be disruptive of local learners. Lecturers are more comfortable making delivery to a local audience when they are given freedom of movement; this system fixes them to one spot, the console. Because this design was also in its development phase at the time of publication, no performance results were available.

Suggestions For Design of a Virtual Classroom


The current level of processing speed, collaborative applications/hardware, bandwidth capabilities, systems integration and streaming software development allow the design of a fully-functional virtual classroom. Review of previous designs provides a number of common insights with which to inform the creation of newer, more cost-effective, reliable and immersive designs. The following model describes a set of goals and solutions for a mixed remote-local virtual classroom. 

The experience for remote learners should replicate, as much, as possible, the experience of local learners.

A number of parameters defining the relationships between local learners and instructor can be applied to the mixed remote-local model:

· Instructors need to be able to establish eye contact with students for effective dialogue-based learning. Because the instructor can view all local students at will, (s)he should be able to view all remote students at will. This can be achieved by positioning a camera as near as possible to the device used to display video of the remote student into the classroom and by having these two devices at a considerable distance from the instructor (Figure 1, “A”); by outfitting the instructor with a wireless microphone (Figure 1, “B”) and having the camera track its movement so the instructor appears to be gazing directly at the camera while gazing at the display device (Figure 2, “A”); and by giving the remote student the ability – either by audio switching that selects their audio-video stream for display, or by keystroke – to be present on the display during the exchange (Figure 3).
· Students, local or remote, do not need to see (or hear) each other at all times. A majority of student attention is directed toward the instructor and instructional materials; having a view of all remote students all the time would be just as disruptive of the learning process as having all local students observing each other, or all remote students observing each other. Students typically direct their gaze at each other during exchange or exposition. Local students can view each other by head movement, allowing them a 360-degree visual field (see Figure 1, “C”); so, too, they can view a remote student displayed on the screen at the rear of the room when the remote student is making a generalized remark (Figure 3). The remote student can discern general audience reaction by hearing and viewing the class, with video captured from a camera at the front of the classroom (Figure 1, “D” and Figure 2, “B”). In instances where dialogue occurs between remote and local students, the remote student can be projected on the screen at the front of the room. As with the scenario involving exchange between remote learner and instructor, the camera mounted at the room’s front above the screen will capture the local student appearing to gaze directly at the remote student (Figure 2, “B) by having this camera key in to the direction where the strongest audio signal is generated from the grid of microphones located in the field of students (see Figure 1, “E”). For exchanges between remote students, the area of the screen (either the display screen in the local classroom, or the monitor of the remote learner) can be rendered with a display of both simultaneously (Figure 2, “D”). 

The technology should intrude minimally on the normal classroom process


For the purpose of providing the instructor with an audience to whom to address the lecture, the presence of the local learners removes the need to display all of the remote learners all of the time. In fact, to do so has been perceived to be intrusive.[6] Hence the remote learners are added, effectively, as students seated in the rear of the classroom (Figure 3), and are brought more fully into the proceedings during dialogue. By positioning cameras near ceiling level and by removing the need for camera operators through the use of voice-activated tracking the effect of the technology is further reduced.

The technology should be easy to use


By automating much of the processes, the amount of attention diverted from the normal learning process is minimized. Given the degree of difficulty many instructors have with traditional A-V equipment, the workload and duress on faculty members can be mitigated by including an onsite technician who (1) services all equipment, connectivity and other needs prior to and during presentations, and (2) is responsible for moment-to-moment adjustments —e.g. resolving display conflicts between remote users issuing simultaneous requests, switching microphone input from the in-class audio grid when multiple students speak simultaneously, etc.



Because remote learners have varying levels of technical expertise and may, in fact, have no prior experience with distance learning, several procedures would facilitate their adaptation to the distance learning experience. On-campus training prior to sessions can familiarize remote learners with equipment and procedures. Clean, minimal interface design (not included within the scope of this paper) can minimize any discomfort experienced during sessions for both remote learners and instructors.


Finally, to solve for any technical difficulties experienced by remote learners during a session, an instant messaging connection might be established to the local technician, who could then troubleshoot and hardware, software or connectivity issues.    

The addition of remote learners should contribute positively to the normal classroom process

By maximizing the seamless integration of remote learners into the traditional dialogue-based lecture model, local learners and instructor are provided with the intellectual contributions of learners who, due to geographical and cultural separation, might offer insights and experiences not common to the culture of local learners. Many of the procedures and technology detailed above can contribute to their introduction into the proceedings, but a number of factors can prevent this.


Much research has emphasized the need for modification of current teaching methods to successfully expand the learning environment beyond the physical boundaries of the local classroom. [1,5,6,8,13] Lecturers who exhibit propensity toward “broadcast” style (i.e. non-dialogue based) presentations run the risk of alienating remote learners (Figure 2, “D”). Even under ideal conditions, remote learners still participate only through filtered means. They are, for example, without the capacity to witness the most subtle of visual and verbal cues that local students take for granted. Hence lecturers should be encouraged and trained to make effort—above and beyond that used for local students—to engage the remote learner with questions, request for commentary, or interaction with collaborative material shared through the whiteboard.


Remote learners require pedagogical adjustment as well. Just as in-class use of laptops (e.g. e-mail, browsing, focus on unrleated material) can divert attention away from the learning process, remote learners must be instructed in the need to refrain from activities which detract from their participation and the need to interact with local learners, other remote learners and the instructor. By allowing display of remote learners as positive yet unobtrusive participants (Figure 2, “D”), two objectives are accomplished:  participation and “good behavior” are encouraged (out of knowledge of being seen by the instructor and other students); and remote learners do not distract local learners.  

Reliability of performance demands the use of proven components, seamless integration of components, and redundancy

Recommendations for specific hardware, software, compression codecs or integration schemes are beyond the scope of this paper. Nonetheless previous models demonstrate a number of design principles that can be employed in the creation of a more functional and reliable system. An application integrating multiple collaborative functions not only eliminates software compatibility issues but is also much more likely to present the end user with a much simpler interface.  


Because the reliability of networks and bandwidth are beyond the control of the user, any means of reducing bandwidth requirements—e.g. use of a merged signal rather than rebroadcast of multiple video signals; use of a more efficient compression scheme, such as MPG-4—increases the chance of successful sessions. In the event that bottlenecks occur, workaround is possible with use of applications which monitor the moment-to-moment bandwidth capacity of remote users then serve up content based on this capacity, such as TORM and AMTM. If multi-casting fails completely, use of a backup system to stream content via a website connection would at least allow the remote users to witness (if not participate in) the event until network integrity is restored. 
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Figure 1. Configuration of the local classroom for mixed remote-local virtual learning environment




	[image: image2.jpg]Figure 2. Display options for remote learner: (A)instructor,
(B) local learners, (C) whiteboard content, (D) other remote learner
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Summary


  Given that immersive, dialogue-based learning is best achieved in a setting where all participants are in a shared time and space, the successful distance learning model must promote, as much as possible, an arrangement that replicates this traditional learning mode. The technology used to achieve this effect must be fine-tuned to act as an integrative tool rather than as an impediment, intrusion or distraction. It must be non-invasive, easy to use, and reliable.


Perhaps the greatest challenge in use of the virtual classroom model is its acceptance by distance learners, classroom learners and faculty. Faculty and students will require extensive training, encouragment and incentive to not only learn the use of the technologies, but also to adjust their teaching and learning styles to a new educational model.  
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Annotated Bibiliography

Chen, Milton  (2001). Design of a Virtual Auditorium. Proceedings of ACM Multimedia, 2001, 19-28. 

The author, a member of the Computer Systems Laboratory at Stanford University, designed a Virtual Auditorium as a means of testing the hypothesis that “dialog-based distance teaching is possible if we allow the instructor to see the remote students and the remote students to see each other.”  Extensive attention was given to technical details which have traditionally plagued this paradigm – e.g. data compression, video merging and computational division to avoid latency – and to visual problems that must be solved in order to establish the effect of direct eye-to-eye contact between remote learners and the instructor. The author drew from conclusions of previous studies (Forum, Flatland, TELEP and Hydra) which suggested that optimization of the learning experience was achieved when the fullest possible interaction between remote learners and instructor was facilitated.  The Virtual Auditorium solves for the problems of latency, remote learners being able to see each other, the instructor being able to see all remote learners, instantaneous feedback, audio switching, user-controlled video switching, establishing the effect of direct eye-to-eye contact between remote learners and the instructor, and the ability of the instructor to move about during discourse. What is missing is the ability to incorporate local learners, instructor and remote learners into a unified experience.  This is because the system was not designed with this in mind, however elegantly it solves most of the problems currently associated with remote synchronous learning.
Li, Sheng-Tun, Cheng, & Shu-Ching, & Shyu, Mei-Ling  (2000). A Presentation Semantic Model for Asynchronous Distance Learning Paradigm. ACM Press, 2000, 404-406. 

This collaboration, between students in Taiwan and Florida, explores the integration of Java and RealPlayer technologies to facilitate the distribution of video in both synchronous and asynchronous distance learning. Often the distance learning model relies on the PowerPoint-type model with graphical, audio, Flash-based or video content having text-based descriptive accompaniment. The ability to integrate multimedia elements is solved by employing a multimedia ATN (augmented transition network). This process maps individual media elements to a specific string and to a specific time relationship. This allows, for example, a specific demonstrative video segment to be served up as a consequence of a remote learning supplying an incorrect answer to a question. While this model is especially useful for asynchronous learning using edited multimedia material, its enhancement of a synchronous distance learning experience would be limited to integration of pre-prepared material or to post-production integration of content types.
Roccetti, M. & Salomoni, P.  (2001). A Web-Based Synchronized Multimedia System for Distance Education. ACM 1-58113-287-5/01/02, 2002. 

The authors describe a web-based synchronous and asynchronous distance-learning system developed and implemented by the University of Bologna, called the MLE, or “Multimedia Learning Environment.”  The system allows instructors to create presentations which mix and synchronize multimedia components. Java programming is used to specify these linkages, as well as to allow individualized interaction based on student response to material. As with other asynchronous learning systems with adaptability (i.e. the ability of the presentation to be modified according to student reaction), this system makes use of a Domain Model (which manages the knowledge units), a User Model (which tracks the performance of the student), and a Run Time Session Management Module (which controls the interaction between the students and the system). Unfortunately, the only synchronous element of their system is audio-based, and this is restricted to student-student discussions and instructor-student tutoring.  Although it would seem possible to provide audio interaction between students and instructor during a pre-arranged presentation of an already-constructed learning unit, the paper doesn’t provide detail of this possibility.
Isaacs, Ellen  & Morris, Trevor & Rodriguez, Thomas K. (1995). A Comparison of Face-To-Face and Distributed Presentations. ACM's Proceedings of the Conference on Computer-Human Interaction, Denver, CO, 354-361. 

SunSoft, facing a challenge typical to large corporations with geographically-dispersed populations, attempted to expand the reach of its lecture series through the use of a syncronous model called “Forum.” Forum was designed with the capability to broadcast live video, audio and slides over a network to desktop recipients. Interactivity between remote and local participants was limited to the ability of the remote learner to communicate, one-at-a-time, over an audio channel; to submit text messages, or to participate in polling by the speaker. Remote participants were enabled to review the content used for the presentation at their own pace. Given that the intent was merely to expand the audience of a given lecture while allowing the remote particpants the liberty of engaging at a minimal level, the results suggest that all of the participants were dissatisfied: the lecturer faced off against a smaller and distracted local audience, and the remote participants felt excluded. This suggests that a successful distance learning model must effectively and fully engage the remote participants without disrupting the normal flow of the local classroom.  
Jancke, Gavin & Grudin, Jonathan & Gupta, Anoop (2000). Presenting to Local and Remote Audiences: Design and Use of the TELEP System. ACM Special Interest Group on Computer-Human Interaction, 2000, 384 – 391 

Microsoft developed a system called “TELEP” (short for “tele-presence”) as a means to allow remote employees the capability of attending and participating in a lecture. Because the emphasis was on “attendance” rather than full participation, TELEP was not designed to the more rigorous set of conditions demanded by distance learners in formal educational conditions. The remote participants were allowed to see and hear the lecturer and the lecturer’s material, but could view none of the local participants; nor could they interact with the lecturer or local participants other than by display of a typed message. Furthermore the inadequacies of the video-encoder, video-server and client-side buffering cause a delay of 10-15 seconds, even more effectively prohibiting interaction. Remote participants were given a range of representational modes (live video, snapshot, icon, name), displayed on a projection screen adjacent to the speaker. Follow-up surveys indicated a number of problems that must be solved for effective interaction to occur:  remote viewers disliked the idea of having their live video seen by local viewers; local viewers found video representations of remote viewers to be distracting; the text-based interaction was found to be confusing to the speaker. The fact that chat capabilities were provided between remote participants would seem to run counter to the lack of distractions necessary for normal functioning of learning in a traditional classroom setting.
Qu, Changtao & Nejdl, Wolfgang (2001). Constructing a Web-based Asynchronous and Synchronous Collaboration Environment Using WebDAV and Lotus SameTime. ACM Press (ACM SIGUCCS 2001), 142-149.

The need to allow for collaborative work between students located at separate universities drove the development of a mixed synchronous/asynchronous learning environment developed by a team at the University of Hannover, Germany.  WebDAV (“Web-based Distributed Authoring and Versioning”) was implemented as a means by which to facilitate collaboration not only by operating within a web-based environment but also by combining multiple functions into a single, easy-to-use application. The team made use of an “industrial strength” application, Lotus SameTime, to support the synchronous learning activities of instant messaging, shared whiteboard and videoconferencing. This application was selected on the basis of its reliability, integration, and ease of use. This use of an industry-created product highlights the need to focus energy and resources on the overall goals, rather than re-inventing a solution to a problem that others have already solved. An educational institution that creates its own application faces a host of short and longterm problems related to integration, training and tech support. The team’s effort to facilitate interaction between students who are afforded limited face-to-face opportunites recognizes the need to take alternative means to foster a team-based environment.  
Guernsey, Lisa (2000). Universities in japan, U.S. test true distance learning. San Diego Union-Tribune, January 11, 2000.
The use of Internet 2 lines and a new protocol, IPv6 (which replaces the Ipv4 standard now in place for 20 years) demonstrates an effective means of connecting two groups of students in geographically-remote locations. In this instance students in Tokyo and Madison, Wisconsin took advantage of the Internet 2 connectivity available in their university settings to conduct language classes. The use of a new protocol is one of two points of interest in this article: in order that remote learners have uniform access to synchronous transmissions there must be in place a uniform means of delivering content. The second point of interest would be in the useability, in some instances, of high-speed Internet 2 (or Ethernet-speed) connectivity for both remote and local learners, avoiding the connectivity bottlenecks endemic to most remote-learning scenarios. The author also noted a number of distinctions between the learning styles of Japanese and American students; this brings to mind problems that may occur for virtual classrooms including participants from multiple cultures (differences in teacher-student interactions) and multiple geographies (e.g. scheduling problems related to time zone differences).
Midkiff, S.F., & Da Silva, L.A. (2000). Leveraging the Web for Synchronous versus Asynchronous Distance Learning ICEE’00, 2000 International Conference on Engineering Education (ICEE'00). 

With placement far from any major urban centers, the Virginia Polytechnical Institute required an adaptation from traditional learning models to that incorporating synchronous and asynchronous distance learning in order to include students who were either unwilling or unable to relocate to Blacksburg, Virginia. Remote students participate via the use of a videoconferencing model facilitated by transmission over high-speed asynchronous transfer mode (ATM) networks. The authors devote extensive attention to the ways in which distance learning requires modification of existing pedagogy. Their emphasis, however, is with the asynchronous model due to its lack of attention for a physical space; synchronous learning is seen as an extension of the traditional classroom and, therefore, would seem to be able to increase chances for success by attempting to imitate as closely as possible the model for learning that occurs there. By extension, then, it would appear that the experience of remote students should resemble as closely as possible that of local students; that the integration of remote students should not be overwhelming to local students but that they should be perceived in the manner in which local participants perceive each other; and that the instructor should be able to interact with them in the same way as with local students.
Sigle, John (2001). Synchronous Distance Learning Via the Internet. JSCS 16, 4, 2001.
The author, a member of the Computer Science Department of LSU, describes experiences with synchronous and asynchronous learning. This critique of the current status of distance learning includes not only the standard focus – the virtual classroom to connect users in multiple locations into a shared virtual space, sharing of applications and data between participants – but also the pedagogical impediments: the need for instructors and students to adapt to a new mode of learning. The technological difficulties consisted of insufficient or variable bandwidth; inconsistent performance by hardware; software and hardware incompatability; and lighting, video and audio issues within the virtual classroom. The author perceives enormous institutional hurdles as well:  faculty and students require training and experience in the use of conferencing and presentation equipment; faculty must adjust their teaching styles to accommodate a mix of local and remote learners; and class content must be adapted for greater interactivity. An observation that “the use of video to bring remote students into the classroom is of little value” suggests that the capabilities of the system were overly limited, thereby rendering an unfavorable result, since this observation seems inconsistent with common sense and the experiences of others using virtual classrooms. 
Shi, Yuanchun & Xie, Weikai & Xu, Guanghuo (2002). Smart Remote Classroom: Creating a Revolutionary Real-Time Interactive Distance Learning System. ICWL, LNCS 2436, 2002, 130-141. 

The Smart Remote Classroom Project, developed by the Department of Computer Sciences, Tsinghua University, Beijing, was created as a mixed remote-local virtual classroom. Effort was dedicated toward resolution of the following problems:  (1) variations in connectivity speed and hardware configurations of remote learners causing variations in their content needs and capabilities, (2) lack of ability to view and work on documents simultaneously, and (3) lack of effective integration of remote learners into the physical classroom space. Much as we have encoded videos in multiple formats at the Distance Learning Center at NU to be served up according to the capabilities of the end user, they have developed an Adaptive Multimedia Transport Model (AMTM) then dynamically coded the data for transmission at a resolution and rate that matches the end-user’s capabilities. An application called “SameView” is presented as the means by which mulptiple parties can share and interact with the same documents. The Smart classroom is reflective of other efforts at integrating a mix of local and remote students through the use of tracking cameras, whiteboard to allow movement by the instructor, and display of remote learners. Given that part of the impetus of the project is to allow presentation to hundreds or even thousands of remote learners, it seems the design does little to address the problems that would occur with an audience of this size – e.g. inability to display video representations of all remote learners; bandwidth and computational overload; means of allowing interaction between all participants, etc.
